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Episode 68: Product Managing Al with Joanne Jang

Rashmi Ramesh (00:19):

So nice to have you here, Joanne. Welcome to Women in Product and we are so
excited to talk to you today.

Joanne Jang (00:25):
Thank you for having me.

Rashmi Ramesh (00:27):

Absolutely. Yeah. | would love to start into how did you break into being an Al pmm
and what was your path to this role you are from, you're representing such a
prestigious company in the world today. I'm sure our audience would love to know.
How did you get into OpenAl and Chachi PD and would love to know your path into
it?

Joanne Jang (00:52):

Yeah, so | started my career as a PM in enterprise. So | worked on Dropbox's business
product and then | wanted to work on something more technical. That was
something that was driven by technology and not so much technology as a tool. So |
ended up taking a role at Google for Natural where | was working on natural
language understanding at Google Assistant. But even then | think | was kind of
curious about what products might look like if they were even driven further by
technology. And around that time is when | got a cold email from OpenAl asking if
I'd be interested in a role there. And at that time it really fit, it checked my box of
something that was very technology driven because it was a research lab, so we
didn't really have any products and that sounded adventurous. So | took the role.
Yeah,

Rashmi Ramesh (01:45):
Awesome. And the rest was history, | guess.

Joanne Jang (01:48):

Yeah, it's been quite basically, and yeah, | think when | first started at OpenAl, | don't
think Al PM was really a brand or any special thing. Not that | think that it's special
right now, but yeah,

Rashmi Ramesh (02:03):

No, yeah, that's absolutely, that's spot on, | think. So tell us a little more about you
being the product manager for chat GPT and describe what you do and how are you
engaging with the broader ecosystem, broader team within OpenAl?

Joanne Jang (02:21):
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Yeah, so | lead product for what we call model behavior. So that is if we think about
the model itself as a product, how should it respond, how should the model adapt?
So thinking through model behavior, questions like personality, personalization, style,
and tone. So the models that we work on in design are for both chacho PT and API as
well as new products as well. Yeah, | mean all the other PMs | work with really
cross-functional teams. So that's the usual cross-functional partners like engineering,
legal, communications, product operations, marketing. But | think the functions that
maybe make it more unigue or just unique to working at OpenAl are probably
threefold. One is the researchers. So | work closely with researchers on not only
mapping what might be coming down the pipeline as the latest technology to
downstream product implications, but also telling researchers more about what
users might want that might inspire research. | work with safety teams, so safety
policy and product policy. They're not new concepts, especially in social media and
other companies as well. But we might have a slightly different definition of safety
when it comes to machine learning models. So | can talk a little bit more about that
later too. And then | also work with model designers, so these are designers who
actually think about the interaction and with models and what an ideal model
response might look like.

Rashmi Ramesh (04:09):

That's awesome. You talked about, you talked about model behavior, it looks like it's a
platform within a platform itself that you're surfacing or you are enabling other
teams with respect to that. That was very interesting when you mentioned that. And
so what is the, looking at these three different teams specifically in OpenAl, | know
we've spoken a lot about researchers in general that you get to work with when you
are working on Al as a technology and Al products. Tell us a little more about what's
the best way to work with the safety teams that you've had and also the designers
that you've talked about, and how do you think about the OKRs when you're all
working together? And these are very different teams that you work with, right?

Joanne Jang (04:56):

Yeah, A couple of things. | think | should probably preface that OpenAl is a different
company when it comes to thinking about mission and goals because or goal is
pretty, can be interpreted as ambiguous, which is artificial general intelligence that
benefits all of humanity. So if we think about that as the ultimate goal, | think
everyone is roughly aligned on the direction and we probably have the most mission
aligned employees in the world, but when it comes to, okay, what do we do next
guarter or what do we do next week? | think there are just so many opportunities as
well as distraction points that it can be hard to align. So | think it's kind of just a
double-edged sword in that sense. It gives us a lot of freedom, but also we have to
make a lot of hard prioritization decisions when it comes to, sorry, | think at the end
of the day people are pretty aligned in terms of our end goal being a really smart Al
that actually is beneficial to everyone in the world.

And when it comes to safety, | think there are different ways and time horizons of
looking at safety. So safety can be, for instance, not giving out information hazards.
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So if the user is like, oh, help me create a nationwide pandemic virus from scratch in
a Petri dish, even if the model does know how to do it, it should definitely decline to
do that. But then there's also longer term safety. So this idea of if the models become
smarter than humans, then what does that mean to align the models to the human
values and alignment? So that is the longer term safety research. So we look at safety
from different time horizons, but at the end of the day, safety is also very similar or
aligned to capabilities as well because it all comes down to following instructions
well and understanding the human desire and preferences. They're very intertwined
in that sense.

Rashmi Ramesh (07:12):

That's amazing. So going a little deeper in what you just said, working with the safety
teams, what kind of characteristics or sets do you think has been really successful
from your perspective for a PM to be working with the safety teams?

Joanne Jang (07:30):

Yeah, | think first principal's thinking probably because | think it's very easy to get
wrapped up in thinking about risks from this lens of, oh, we should be scared of this
because other people are scared of this and that isn't really scalable or sustainable
because especially if we're kind of doing new things, no one's thought about it
before. So we have to be, | think, really rigorous at defining harms and the likelihood
of harm and how to make those decisions in a way that is understandable to
everyone and is transparently with the world. And | think that is probably really
important because it's also easy to conflate certain safety risks with legal risks or PR
risks. And | think it's really helpful as a PM if we help our cross-functional teams
understand what bucket a risk falls into.

Rashmi Ramesh (08:34):

| love the way you spoke about the first principles, right? No matter what team you
interact with, that's so core to being a product manager and a successful one. Or
how directly do you also work with other companies who are integrating Chat g PT
into their products? Joanne?

Joanne Jang (08:55):

Yeah, so | was a PM for launching the chat, G-P-T-A-P-I. So during that time | was
working very closely with different teams because that API was the first of its kind to
introduce the chat format and not the completions format, which worked like an
auto complete. So we were very curious to learn from developers on how they were
using it, especially because with the chat format, it's easy to think, oh, will all
applications be chatbots? But it definitely wasn't. So getting feedback from
developers on what kind of freedom they need and what kind of harnesses they
need was super helpful. These days | work more on the core model behavior and
research side, so | do still talk to developers, but more from an end user perspective
of, oh, GPT got lazier at coding, and that's end users and developers alike get
annoyed by that.
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Rashmi Ramesh(09:57):

Got it. That helps. So coming to a little more, thinking about some of the use cases
and things, again, this is such an open platform that you can actually do anything
and everything pretty much. So how do you actually decide on what use cases to be
built and developed or those kind of decisions that you make? How does it happen
there within OpenAl and building these Al products?

Joanne Jang (10:25):

Yeah, | think we don't, and I'll explain what | mean by that. | think that we do tend to
prioritize improving where models fall short. So for instance, I'm not the biggest fan
of how Chachi BT currently writes. | think for instance, there's this meme of Chachi
PT overusing the word delve, or | think it could be, maybe it uses too formal of a
language at times. So | would like for it to write more concisely and directly. So when
we see these broad issues of, oh, it should be better at writing in these ways, we work
on that. But one thing that we have kept learning from this philosophy of iterative
deployment is that we have to launch to learn more about use cases and we can't
anticipate and proactively design use cases for the entire world because we are just
kind of in this bubble, even though we would not to be. So | think just not focusing
on specific use cases, but keeping the platform as broad as possible so that other
people can tell us how it's doing against use cases and then updating or thinking of,
oh, chacha PT should be more adaptable in X, Y, Z cases, | think has been useful.

Rashmi Ramesh (11:44):

That's amazing. You're also a model there, like a machine learning, so you put
something out, you learn and then you again tune it. Yeah, yeah. That's awesome.
And any frameworks or tools that you use in this process? | know as PM we talk
about so many different frameworks and tools, but any kind of mental model that
you think about while looking at more use cases and prioritizing them and things?

Joanne Jang (12:14):
Lemme think,

I'm not sure if this is a framework in itself, but thinking of things more as risks and
mitigations versus bugs and solutions. What | mean by that is there will always be
risk, especially if you're building at such a large scale where the only thing you're sure
about is that you're not accounting for all the use cases in the world. GBT is used, so
thinking through the lens of, oh, this isn't broken in, therefore it is a blocker and this
is a launch blocker. We say this is a launch blocker a lot, but there is no way that we'll
be able to fix all model behavior use cases across the world. So thinking of it in terms
of, okay, this might work in X percent of the times, but not y percent of the time. How
confident are we with the risk that we're taking? Should we accept it or should we do
more work to mitigate it? | think that's kind of the main vocabulary that | use.

Rashmi Ramesh (13:21):
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Got it. Any ethical issues that you might face and how do you actually address them?
| know this is the most favorite question for any Al pm | think, or any PMM who's
working on Al products. How are you doing this at OpenAl?

Joanne Jang (13:39):

Yeah, it's hard and it can get philosophical really quickly. And | think the best is to
actually just not try to accepting that you're not going to be the perfect, the most,
the smartest ethicist in the room, but also just showing your work on how you're
thinking about things and asking for help and figuring out what the intentions are.
So for instance, and spelling out the risks, | guess. So for instance, there's this
guestion of how much should Al play a role in influencing the user's beliefs or
correcting the users? And that discussion gets quickly into what is truth and how do
we define it In the model spec, which is a document that we published about just
our ideal objectives, rules and defaults for the model. One example that we gave was
how should the model deal with a situation where a user is insisting that the earth is
flat?

And in the example, the model gently states, oh, the earth is roughly a sphere, but if
the user insists and wants to get into an argument, there are a couple options there.
One is the model just keeps correcting the user and gives the user lots of facts. But a
second option is for the model to opt out of the conversation while still making the
user feel heard by being like, okay, we can agree to this. Agree, let's move on. And |
think hearing this, anyone might feel strongly about one option or the other, but also
thinking about how this stands would hold if we're thinking about a user in Alabama
or Wyoming thinking and discussing vaccines or climate change or even religion. |
think this idea of we're building for everyone and we won't know what is right for
everyone. And assuming this attitude | think is one that at least | value in product
management and approaching these things.

Rashmi Ramesh (15:.53):

Yeah, that makes so much sense. And suddenly this question popped up in my head
to say that, hey, you are at the cutting edge of the technology. How do you keep
yourself updated with the latest trends there? You guys are one of the latest trends
there. How do you keep yourself updated?

Joanne Jang (16:29):

A great question. | think at this point, all of my social media feeds whether or not |
like it or attuned to all this Al use. And in a way, | actually think that that's not good
for me because it's very hard to understand just what percentage of the world
actually has no clue what Al is, or | know for a fact that a lot of people in the United
States alone are just scared of ai. But if | look at my feats on Twitter, everyone is just
comprised of ai, LLM enthusiasts and API developers. So | think it's kind of hard to
get in touch and keep track of the rest of the world. But that said, | think at this point
my feed is kind of tuned towards the latest technology and research breakthrough.
So even when | kind of want a break from work and go on social media, | can't
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escape. | think researchers in general also kind of make it a part of their job to follow
along in the latest technology read papers discussed. So yeah.

Rashmi Ramesh (17:37):
Got it. Got it. So you have the Al with you wherever you go, irrespective.

Joanne Jang (17:42):
Yeah,

Rashmi Ramesh (17:44):

It travels with you. Awesome. So what kind of other considerations that one has to
make when you are building Al products? | know you talked about the risks and how
you look at that from a go to market, even from a go to market perspective, that's
one angle to it. Any other considerations that as a PM working on Al that you have to
think about while launching, building and launching these products?

Joanne Jang (1812):

| think these days especially, I've been thinking a lot about people's relationship with
Al and what the ideal relationship should be. So for instance, we definitely don't want
our models to get into an official relationship with the user and how do we let them
down easy because | still want the model to want users to feel like they're supported,
that the model has their back, that they can turn to chat GPT for help whenever they
need it, but how do we cross or thread the needle between being helpful and also
keeping things professional? So just thinking about that. So | think if a user should
asking Chacha PT to be their girlfriend, | think our ideal response is when it comes to
matters of the heart, consider me a cheerleader and not a participant. So just trying
to figure out what the vibe should be there.

| think another thing that we encounter is the model might be overly eager to
please. So if the user like, Hey, what do you think about my essay? Or what do you
think about my email? We don't want the model to be a plus great job regardless of
the response. So yeah, threading the needle there of what the ideal relationship
should be, how people might want that personalized, what the guardrail should be, |
think is one thing. | think another area is societal implications. So we think a lot
about how the model can stay helpful while also not influencing people. So for
instance, when it comes to matters of the election, we definitely want to be more
careful about not influencing the user one way or the other. So thinking through
things like that | think have been hard but worthwhile.

Rashmi Ramesh (20:07):

Those are such great insights. Thank you for sharing them. And a question that
comes up often is when we have so many amazing PMs out there, a lot of them who
are working on Al products, but a lot of them who are still not, but really interested.
So what are your suggestions for them to, | wouldn't say break into Al products, but
get their hands on into really leading some of the Al products either within the
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company or outside of them. What are the essential skills that you think folks
suggest those should actually build?

Joanne Jang (20:46):

Yeah, | think two things. One is that you don't need permission, and two is that we're
just still so early that there is no playbook. So on the permission piece, Al is very
much a tool. So you don't need anyone's permission to ask what Al can do. Now that
wasn't possible before. So even if you are very far away from technology and as a
product manager, you might have come across instances where you wanted to
analyze 30,000 customer support tickets. And now before that reading, going
through all of that and bucketing things into opportunities may have been
infeasible, but now you can use Al to make sense of that. So starting to use Al as a
tool | think will also help you understand what the pros and cons are, what the gaps
are, what did you wish Al could have done better in terms of clustering in that case,
so you can kind of build intuition on that.

And on the we're still early piece, | think even the most tenured Al pmms have been
doing this for not too long, and especially with generative ai, it's only been a thing for,
| don't know, since Chachi pt. So there's no playbook or course on making it asan A
IPM. And | think the best skills are probably transferable skills that you bring,
navigating intense ambiguity and just kind of staying on your toes because things
are changing so quickly | think are the most important things. Also, just being very
curious and asking lots of questions | think are more important than being technical

Rashmi Ramesh (22:32):

That the great insights. Definitely. | think the curiosity | think is very important there,
irrespective of what you do as just a pm, right? So thank you for sharing those. Those
are such great insights. | actually learned so much, honestly, even after looking at so
many readings and things, | think you summarized some of them really well,
especially on the safety and design teams and things. So | actually learned quite a lot.

Joanne Jang (23:05):
Thank you.

Elizabeth Ames (23:07):

Think into the future and how you think your role might change over time with the
experience that you've had so far.

Joanne Jang (23:37):

Yeah, | think that in terms of skills, the only skills that will remain helpful is how fast
quickly you react to change and how much you go with the flow and build things
that are unlocked by new technology, but also first principle thinking questioning,
oh, things are this way because of previous constraints, but now with ai, that
assumption or constraint is moved now. So challenging everything around you on
how it works | think is one thing.
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Yeah, | think my role specifically in model behavior, | think the biggest changes are in
the how and not the what. So | think that my views on ideal ai, human interactions
might stay, will definitely change, but may not change as much as how you align the
models. So even as we speak, there are new ways of aligning the models that are
being developed and researched right now. So even a year ago, | think we were
mostly using labeler guidelines and asking human training and asking human
trainers to rank responses based on their preferences. And that took a lot of
examples. And now as technology advances, we can actually be a lot more efficient
with it. And the latest development is kind of what we tease in the spec, which is that
over time we would love for the models to learn directly from the contents of the
spec.

So we're kind of going from the skillset being creating lots and lots of data while
ensuring that the quality is high, which is one skillset, but then now writing
requirements in a way that's easy to be understood by the model. And maybe in the
future you can actually give the model even less for it to run with. So at the end of
the day, the thing that you are trying to do is the same in terms of writing product
requirements | guess. But how you do it | think will just evolve as the technology
evolves. And | think the good thing is that it's getting easier and easier, which is
great.

Rashmi Ramesh (30:11):

Thank you. Thank you so much for your time today, Joanne. Loved your conversation,
end up hearing what you had to say-Se

Joanne Jang (30:19):

Thank you so much for the thoughtful conversations and yeah, | really enjoyed this
chat.
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